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Engineeringdecisions require forecasts

Control and planning depend on physical forecasts.
Shock and interface locations, aerodynamic loads,
and thermodynamic fields determine
consequential outcomes.
Models and operating conditions remain uncertain
during a mission.
Measurements are limited by sensing, bandwidth,
and the evolving environment.

data+model −→ physical forecast −→ decision

Data assimilation updates a decision-relevant physical forecast as measurements arrive.

NASA photo; image via Phys.org, 2015.
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Physical forecasts are difficult

High dimension and sensitivity determine what can be forecast from limited data.

High-dimensional flow physics Sensitive and chaotic dynamics

Compressible flow couples spatial fields, time, boundary conditions, and uncertain material or
forcing parameters.
Chaotic dynamics separate nearby trajectories and limit deterministic forecast horizons.

Inference reconciles the physical model with partial and noisy observations.
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Two foundational questions

1. Which objective should be used for learning?
Specify the unknown state, fixed dynamics parameters, model discrepancy, and measurement
noise.
Marginalization and conditioning then determine the parameter posterior and its optimization
objectives.

p(θ | Yn) ∝ p(θ)

∫
p(Yn, x0:n | θ) dx0:n.

2. How do inference approximations propagate?
Exact posterior evaluation is generally unavailable; practical methods approximate each
update.
In sequential learning, every approximate posterior becomes the next prior; the resulting error
propagation is not well characterized.

Pk = Fk(Pk−1; yk), Qk = F̂k(Qk−1; yk).

Probabilistic modeling defines the target; stability controls accumulated approximation error.
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Probability encodes knowledge

A distribution assigns plausibility to admissible states and parameters given available information.

Pk(A) = Pr[(xk, θ) ∈ A | Ik] , Ik = {model assumptions, prior information, y1:k}.

Known model familyΨθ, sensor map h, sampling process, and measurements y1:k.

Unknown state xk, model parameters θ, discrepancy and noise, and future quantities
of interest.

Data update −→ conditioning on new observations.
Prediction −→marginalization over unresolved states and parameters.

Conditioning and marginalization connect observations to predictive distributions.
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Data assimilation

Models and observations support inference over states, parameters, or both.

Physical system
xk, θ

Measurements
y1:k

Joint inference
p(xk, θ | y1:k)

Predictive law
p(xk+ℓ | y1:k)

Decision
ak

State estimation infer the evolving state xk within a fixed model.
System identification infer model parameters θ from a trajectory dataset Yn.
State and system identification jointly infer xk and model parameters θ.
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Bayes’ rule is conditioning
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The prior represents information available before the data.
The likelihood relates candidate states and parameters to the observations.

p(x, θ | Y) =
p(Y | x, θ) p(x, θ)∫

p(Y | x′, θ′) p(x′, θ′) dx′ dθ′

The probability model determines the posterior and its associated estimators.
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Filtering with dynamics

Assume the model and its parameters θ are fixed and known.

Prediction: propagate the state distribution through the dynamics.

πθ
k|k−1(dxk) =

∫
pθ(dxk | xk−1)π

θ
k−1|k−1(dxk−1)

Conditioning: apply Bayes’ rule when yk arrives.

πθ
k|k(dxk) =

pθ(yk | xk)πθ
k|k−1(dxk)∫

pθ(yk | x′
k)π

θ
k|k−1(dx

′
k)

Filtering recursively conditions the state distribution under a fixed model.
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System identification learns θ

Example: learn a dynamics modelΨθ by inferring its parameters θ from Yn.

dynamics model
Ψθ

state-space model
p(xk | xk−1, θ)

p(yk | xk)

marginal likelihood
p(Yn | θ)

parameter posterior
p(θ | Yn)

θMAP ∈ argmin
θ

{− log p(Yn | θ)− log p(θ)} .

Marginalizing the latent state trajectory defines the parameter-learning objective.
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Identification objectives

Each objective learns θ under different assumptions about dynamics and measurements.

(a) Simulation error: deterministic trajectory fit.
Examples: ODE-Net, PDE-Net, and UDE.
(b) Propagator error: one-step state-transition fit.
Examples: DMD, EDMD, and Koopman
autoencoders.
(c) Marginal trajectory likelihood: stochastic
dynamics and noisy observations. Examples:
filtered MLE, MAP, and posterior sampling.

(a) (b) (c)

(a) (b) (c)
Steep optimization surfaces without plateaus ü û ü

Smooths local minima û ü ü

Increased confidence with data ü û ü

# 
m

ea
su

re
m

en
ts

(a) (b) (c)

(a) (b) (c)
Steep optimization surfaces without plateaus ü û ü

Smooths local minima û ü ü

Increased confidence with data ü û ü

# 
m

ea
su

re
m

en
ts

Galioto and Gorodetsky, Nonlinear Dynamics, 2020.
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Can training MSE identify the model?

Simulation error equally weights pointwise residuals along a deterministic rollout.

θ̂SE ∈ argmin
θ

n∑

k=1

∥∥yk − h(xθ
k)
∥∥2
2
, xθ

k+1 = Ψ(xθ
k; θ).

MSE: 0.996 MSE: 0.996

≈

Residuals are conditionally independent; only h andΨ tie observations across time.
Galioto and Gorodetsky, 2020.
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Stochastic models define p(Yn | θ)

Model learning begins with stochastic dynamics because every fixed model is approximate.

Xk+1 = Ψ(Xk; θ) + ηk, ηk ∼ pη

Yk = h(Xk) + νk, νk ∼ pν

θ: model parameters to infer
pη: model-discrepancy assumptions
pν : measurement-noise assumptions

θ

X1 X2 X3 X4

y2 y3

Ψ Ψ Ψ

h h

Process and measurement noise models must be specified; they determine p(Yn | θ).
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Likelihood objectives as limiting cases

Limiting uncertainty assumptions recover familiar deterministic objectives.

Filtering marginalizes latent states to define p(Yn | θ) for model learning.

Galioto and Gorodetsky, Nonlinear Dynamics, 2020.
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System identification in practice

A state filter evaluates the likelihood inside MCMC over fixed model parameters.

ϑ = (θ,Σ,Γ), log p̂(ϑ | y1:n) = log p(ϑ) +
n∑

k=1

log ℓ̂k(ϑ) + C

Propose Draw a candidate ϑ⋆ from the parameter-space MCMC proposal.
Filter For k = 1, . . . , n, predict p(xk | ϑ⋆, y1:k−1), evaluate ℓ̂k(ϑ⋆) = p(yk |

ϑ⋆, y1:k−1), and update the conditional state distribution.
Score Add the log prior to the accumulated log marginal likelihood.
Sample Apply the Metropolis–Hastings acceptance rule and repeat.

The Kalman filter is exact for linear–Gaussian models; the 2020 nonlinear implementation uses an
unscented Kalman filter.
Filtering recurs over states; MCMC constructs the parameter posterior.
Galioto and Gorodetsky, Nonlinear Dynamics, 102 (2020), 241–267.
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Learning a pendulum from noisy data

A linear pendulum model is inferred from 40 noisy angular-velocity observations.

Training data reconstruction Prediction from a new initial condition

x2 is angular velocity; σ = 10−1, n = 40; black dots are the observations.

The posterior retains the oscillation and quantifies forecast uncertainty.
Galioto and Gorodetsky, Nonlinear Dynamics, 102 (2020), 241–267.
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Forced Allen–Cahn surrogate

A scalar Allen–Cahn field on 257 vertices generates 101 noisy QoI observations.
Data-generating PDE: one field w Identified surrogate: 8 states, 350 parameters
∂tw = 0.2 ∂ξξw + w(1− w2) + χ[−0.5,0.2](ξ)u(t) xk+1 = fθ(xk, uk) + ξk, xk ∈ R8

yk =
1

257

256∑

i=0

w(ξi, tk)
2 + ηk yk = e⊤1 xk + ηk, θ ∈ R350

Testing QoI RMSE: Bayes 3.77× 10−4; deterministic least squares 1.46× 10−3.
Galioto and Gorodetsky, Physica D, 462 (2024), 134146.
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Extension: Hamiltonian structure

Heatmaps show log10 Hamiltonian MSE; MAP reduces MSE by up to 724×.

Data-generating truth: H(q, p) = 1
2 (q

2 + 1)(p2 + 1),

Learned model: Hθ(q, p) is a six-layer sigmoid network −→ ż = J∇Hθ(z) −→ Ψsymp
θ .

MAP frommarginal likelihood Propagator objective (L1)
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Galioto et al., Comput. Methods Appl. Mech. Engrg., 430 (2024), 117194.
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Reduced likelihoods scale inference

MCMC evaluates a 16-state symplectic likelihood; 128-state solves are used only after inference.

i ∂tψ + ∂zzψ + γ|ψ|2ψ = 0, γ⋆ = 2,

Yn ∈ R128×4000 V⊤
−−→ Ỹn ∈ R16×4000 reduced filter inside MCMC−−−−−−−−−−−−−−−→ p(γ | Ỹn).

Reduced MCMC posterior: γ̄ = 1.955 MAP error over 20 noise realizations
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Error stabilizes by r = 3; the r = 8 likelihood is about 512× cheaper than a 128-state filter.
Galioto et al., Comput. Methods Appl. Mech. Engrg., 430 (2024), 117194.
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Uncertainty defines the objective

Represented uncertainties define the objective and change the learned predictions.

p(x1:n,Yn | θ)
∫
dx1:n−−−−→ p(Yn | θ) −→ argmin

θ
[− log p(Yn | θ)− log p(θ)] .

Noisy, sparse data Dependent process and measurement models connect residuals
across a trajectory.

Physical structure Hamiltonian parameterizations and symplectic integration define the
candidate dynamics.

High dimensions Reduced likelihoods retain parameter information and generate
full-order predictions.

Foundational question for sequential inference

Practical algorithms return an approximate posterior, which becomes the prior for the next
observation. How do these approximation errors propagate through repeated Bayesian updates?
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Approximate sequential inference

2
Approximate sequential inference
Exact Bayesian updating defines the reference distribution; computation
replaces it with an approximate update.
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Sequential inference

State and parameter distributions must be updated as observations arrive.

Previous posterior
Pk−1

Bayesian update
Fk( · ; yk)

Current posterior
Pk

Forecast
p(xk+ℓ | y1:k)

yk

Online inference proceeds before the complete observation record is available.
Forecasts are needed before the next observation is available.
Large data streams make repeated batch inference computationally prohibitive.

Each posterior becomes the prior for the next update.

Wang and Gorodetsky, 2025.
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Exact and approximate updates

Sequential Bayes defines a reference distribution after every observation.

𝑃0 …𝑃1 𝑃2 𝑃𝑘−1 𝑃𝑘𝐹𝑘

𝑦𝑘𝑦1 𝑦2 𝑦3 𝑦𝑘−1

𝐹1 𝐹2 𝐹3 𝐹𝑘−1

Reference Pk := p( · | y1:k) = Fk(Pk−1; yk) is the exact posterior.
Practical Qk := F̂k(Qk−1; yk) is the posterior returned by the algorithm.

Practical methods replace Fk by a computable F̂k.

Wang and Gorodetsky, 2025.
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Families of posterior approximations

Approximation Examples Retained object

Point MAP, 4D-Var One state or parameter estimate.
Empirical Particle filters, EnKF A finite population of states or trajectories.
Parametric Gaussian filters, VI A distribution in a chosen family.
Learned update Amortized VI, transport

maps, generative samplers
A reusable prior-and-data-to-posterior map.

Every approximation family induces a recursive update.
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Sequential error propagation

Each approximate posterior becomes the prior for the next practical update.

𝑃0

…

…

≈ ≈≈

𝑃1 𝑃2 𝑃𝑘−1 𝑃𝑘

≈

𝑄2𝑄1 𝑄𝑘−1 𝑄𝑘

𝑦1 𝑦2 𝑦3 𝑦𝑘−1 𝑦𝑘

𝐹2
𝐹1

𝐹3 𝐹𝑘−1 𝐹𝑘

෠𝐹1
෠𝐹2 ෠𝐹𝑘−1෠𝐹3 ෠𝐹𝑘

Wang and Gorodetsky, 2025.
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Bayesian sequential stability

3
Bayesian sequential stability
Global stability of the prior-to-posterior map provides bounds for repeated
approximation.
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Two errors enter each update

Q∗
k := Fk(Qk−1; yk) isolates inherited error.

𝑃0

…

…𝑃1 𝑃2 𝑃𝑘−1 𝑃𝑘

𝑦1 𝑦2 𝑦3 𝑦𝑘−1 𝑦𝑘

𝐹2
𝐹1

𝐹3 𝐹𝑘−1 𝐹𝑘

≈ ≈≈ ≈

𝑄2𝑄1 𝑄𝑘−1 𝑄𝑘…

𝑄1∗ 𝑄2∗ 𝑄𝑘−1∗ 𝑄𝑘∗
𝐹1

𝐹2 𝐹3 𝐹𝑘−1 𝐹𝑘

෠𝐹1

෠𝐹2 ෠𝐹3 ෠𝐹𝑘−1 ෠𝐹𝑘
d(Pk, Qk)︸ ︷︷ ︸
learning error

≤ d(Pk, Q
∗
k)︸ ︷︷ ︸

inherited prior error

+ d(Q∗
k, Qk)︸ ︷︷ ︸

current approximation

Prior perturbation requires a stability theory for Bayesian updating.
Wang and Gorodetsky, 2025.
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Iterating the error

A recursive bound must control how prior error propagates through Bayes.

d(Pk, Q
∗
k) ≤ Gk(d(Pk−1, Qk−1))

d(Pk, Qk) ≤ Gk(d(Pk−1, Qk−1)) + d(Q∗
k, Qk)︸ ︷︷ ︸
εk

εk is the incremental error introduced by the practical update.
Gk must remain valid at the prior separation produced by earlier errors.
A local result can cease to apply after repeated approximation.

Sequential analysis therefore requires global stability.
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Three stability questions

The analysis separates boundedness, estimation, and contraction.

Boundedness Is learning error bounded when the incremental errors are bounded?

Estimation Can available quantities bound learning error during computation?

Contraction When does learning error decay as additional data are assimilated?

The answers should be independent of the approximation family.

Wang and Gorodetsky, 2025.

AFRL DA Meeting 2026 Gorodetsky Probabilistic data assimilation 28/41



Global Lipschitz stability

The posterior depends globally and Lipschitz continuously on the prior.

d(Pk, Q
∗
k) ≤ Kk(Pk−1, yk) d(Pk−1, Qk−1) for every Qk−1

Global means there is no small-distance assumption on Qk−1.
Kk depends on the reference prior and data, but not on the comparison prior.
The result covers inverse problems, state estimation, and parameter–state estimation in total
variation, Hellinger, and Wasserstein-1.

This closes the recursive bound for arbitrary prior error.

Wang and Gorodetsky, 2025.
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Iterating the stability bound

Each incremental error is weighted by subsequent stability factors.

d(Pk, Qk) ≤
k∑

j=1

⎛

⎝
k∏

i=j+1

Ki

⎞

⎠ d(Q∗
j , Qj)︸ ︷︷ ︸
εj

εj is the error introduced by the chosen approximation at step j.
The product of stability factors determines its downstream influence.
The structure applies to point, particle, variational, generative, and amortized updates.

The downstream influence of an error depends on subsequent stability factors.
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Estimable bounds track posterior error

A computable bound follows total-variation error across distinct prior perturbations.

Yk = X + ηk, ηk ∼ N (0, 3), k = 1, . . . , 20.

Separated priors Nearby priors Random Gaussian priors
N (−10, 5) versusN (8, 5) N (0, 1) versusN (2, 1) Random means and variances
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Contraction requires additional conditions on the likelihood and dynamics.

Wang and Gorodetsky, 2025.
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Global stability closes the recursion

Pointwise global stability supports a method-independent analysis of repeated approximation.

Question Theory result Implication

Boundedness Bounded incremental errors imply
bounded learning error.

The posterior sequence is BIBO
stable with respect to approximation.

Estimation A second bound uses approximate
posteriors, incremental errors, and
one-step model quantities.

Accuracy can be assessed without
evaluating the exact posterior.

Contraction Sufficient conditions couple the
likelihood, dynamics, and current
approximation error.

Error decay is possible, but is not
implied by global stability.

Scope: inverse, state, and joint parameter–state inference under TV, Hellinger, andW1.

Non-asymptotic bounds quantify how one-step errors accumulate across Bayesian updates.
Wang and Gorodetsky, 2025.
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Sequential parameter–state estimation

4 Sequential parameter–state estimation
Stability analysis supplies two targets for a factorized online framework.
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From stability to algorithm design

The recursive bound identifies the one-step error that an algorithm can control.

Q∗
k := Fk(Qk−1; yk)︸ ︷︷ ︸

exact update from the approximate prior

, Qk ∈ arg min
Q∈Qk

KL(Q ∥Q∗
k)

︸ ︷︷ ︸
variational approximation

.

For Q ≪ Q∗
k, the Kullback–Leibler divergence is

KL(Q ∥Q∗
k) :=

∫
log

(
dQ

dQ∗
k

)
dQ, Qk = a tractable distribution family.

Pinsker’s inequality connects this objective to the error analyzed above:

dTV(Qk, Q
∗
k)︸ ︷︷ ︸

incremental approximation error

≤
√

1

2
KL(Qk ∥Q∗

k).

Wang and Gorodetsky, 2025; J. Comput. Phys., 563 (2026), 115057.
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Two approximation targets

The joint-posterior factorization separates parameter-marginal and conditional-state errors.

qk(xk, θ) = νk(θ)ρk(xk | θ), q∗k(xk, θ) = ν∗k(θ)ρ
∗
k(xk | θ),

KL(qk ∥ q∗k) = KL(νk ∥ ν∗k)︸ ︷︷ ︸
parameter marginal

+Eθ∼νk KL(ρk(· | θ) ∥ ρ∗k(· | θ))︸ ︷︷ ︸
conditional state

.

𝜌𝑘−1(𝑋𝑘−1 ∣ 𝜃)

𝜈𝑘−1(𝜃)

𝜌𝑘∗(𝑋𝑘 ∣ 𝜃)

𝜈𝑘∗(𝜃)

𝑦𝑘

ℱ𝑘
𝑋

ℱ𝑘

ℱ𝑘
𝑋

ℱ𝑘

≈

≈

𝜌𝑘(𝑋𝑘 ∣ 𝜃)

𝜈𝑘(𝜃)

𝑝(𝑋𝑘−1 ∣ 𝜃, 𝒴𝑘−1)

𝑝(𝜃 ∣ 𝒴𝑘−1)

𝑝(𝑋𝑘 ∣ 𝜃, 𝒴𝑘)

𝑝(𝜃 ∣ 𝒴𝑘)

𝑦𝑘

ℱ𝑘
𝑋

ℱ𝑘

ℱ𝑘
𝑋

ℱ𝑘

ℱ𝑘 ℱ𝑘

Wang and Gorodetsky, J. Comput. Phys., 563 (2026), 115057.
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Factorization-based online VI

Variational inference updates νk(θ); conditional filtering updates ρk(xk | θ).
Algorithm Scheme

Compute 𝜈𝑘(𝜃) using variational inference:
minimize 𝐾𝐿(𝜈𝑘||𝜈𝑘∗)

Supervised learning for computing 
 𝑚𝑘(𝜃) and 𝐶𝑘 𝜃

target values for supervised learning: 
𝑚𝑘
∗ 𝜃 𝑖 = 𝐹𝑚(𝑚𝑘−1 𝜃 𝑖 , 𝐶𝑘−1 𝜃(𝑖) , 𝑦𝑘, 𝜃(𝑖))

𝐶𝑘∗ 𝜃 𝑖 = 𝐹𝐶(𝑚𝑘−1 𝜃 𝑖 , 𝐶𝑘−1 𝜃(𝑖) , 𝑦𝑘, 𝜃(𝑖))

𝜈𝑘 𝜃

𝑚𝑘(𝜃), 𝐶𝑘(𝜃)

𝜈𝑘−1 

𝑚𝑘−1(𝜃), 𝐶𝑘−1(𝜃)

step 𝑘
𝑦𝑘−1 

step 𝑘 − 1
𝑦𝑘  

step 𝑘 + 1

…

…

1

𝜃(𝑖) ∼ 𝜈𝑘(⋅)

𝑞𝑘 𝑋𝑘, 𝜃 = 𝑞𝑋∣𝜃
𝑘 𝑋𝑘 𝜃 𝑞𝜃

𝑘 𝜃
𝑞𝑋∣𝜃

𝑘 𝑋𝑘 𝜃 = 𝑃𝒩(𝑋𝑘;𝑚 𝑘 𝜃 , 𝐶 𝑘 𝜃 )

Wang and Gorodetsky, J. Comput. Phys., 563 (2026), 115057.
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FBOVI predicts nonlinear transport

A 51-state convection–diffusion model is inferred from noisy data at 34 grid points.
Model discrepancy: upwind reference; central-difference inference with unknown θ = (α, ν).
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FBOVI tracks the reference field; joint EnKF is biased for t < 0.01.
Wang and Gorodetsky, J. Comput. Phys., 563 (2026), 115057.
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Relevance to shock-driven flows

Evolving state Shock and interface locations, thermodynamic fields, and latent
states.

Model parameters Closure parameters, boundary conditions, material properties, and
ROM coefficients.

Observations Sparse, noisy, indirect, and asynchronous diagnostics.
Forecast model Physics solvers, projection ROMs, learned latent dynamics, or

hybrids.
Practical update 4D-Var, ensembles, particles, VI, generative methods, or amortized

maps.

Sequential inverse problem

Specify the joint posterior and quantify approximation error across the forecast cycle.
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Summary

Modeling and approximation govern stability.

A probabilistic model defines the posterior and its
associated optimization objective.

Practical algorithms approximate the induced
posterior update.

Global stability and incremental error determine
how approximation error accumulates.

Bayesian ID, 2020 Ham. + ROM, 2024

Stability, 2025 FBOVI, 2026
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