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ABSTRACT

Thermal radiation transport (TRT) requires solving high-dimensional PDEs, while realistic prob-

lems couple TRT with hydrodynamics and therefore require localized mesh refinement. Existing low-

rank/tensor approaches exploit separability, but they do not accommodate block-adaptive refinement

and conservative inter-block communication. Moreover, existing mesh refinement schemes exploit lo-

cality, but they do not reduce the expense of solving the high-dimensional PDEs. This paper introduces

a framework to combine these aspects through block-local tensor-train representations of the photon

specific intensity that exploit both spatial locality and global separability. Our contributions describe

conservative ghost-cell transfer, coarse-fine flux correction, and refinement criteria that balance spatial

and rounding error. Numerical experiments demonstrate that AMR localizes regions with high rank,

non-separable structure, achieving compression factors exceeding ∼103. Overall, the presented frame-

work provides a core capability needed to extend tensor-network TRT to AMR-centered multiphysics

settings such as radiation hydrodynamics.

Keywords: radiative transport — adaptive mesh refinement — tensor networks

1. INTRODUCTION

Thermal radiation transport plays a central role in a wide range of astrophysical and high-energy-density systems.

Important examples include star formation (R. Wünsch 2024), black hole accretion (L. Zhang et al. 2025, 2026b,a), line-

driven outflows (D. Proga et al. 2000; D. Proga & T. R. Kallman 2004; S. Dyda et al. 2024), and inertial confinement

fusion (B. M. Haines et al. 2023; J. Sauppe et al. 2024; K. Kurzer-Ogul et al. 2024). In many such settings, the

radiation field both influences and responds to spatially complex and dynamically evolving flow structures, making

accurate transport a central component of predictive multiphysics simulation.

Several numerical strategies are used to solve radiation transport equations, including discrete ordinates (SN ) meth-

ods, Monte Carlo methods, and moment-based closures such as flux-limited diffusion and M1 (J. A. Fleck & J. D.

Cummings 1971; C. D. Levermore & G. C. Pomraning 1981; C. D. Levermore 1984; S. W. Davis et al. 2012). In this

work we focus on SN methods, which evolve the angle-resolved specific intensity directly and therefore avoid both

the sampling noise inherent to Monte Carlo methods and the closure assumptions associated with reduced moment

systems (T. A. Brunner 2002; F. Foucart et al. 2015). This direct angular resolution makes SN attractive in regimes

where anisotropy, shadowing, and transport across mixed optical-depth conditions are important, but it comes at

substantial computational cost because the radiation field must be resolved over space and angle, and in multigroup

settings over frequency as well (Y.-F. Jiang 2021, 2022).

In many applications, however, the challenge is not only high dimensionality in angle and frequency, but also the need

to resolve localized spatial structure within a larger multiphysics calculation. Radiation transport is often coupled to

(magneto)hydrodynamics in settings with sharp material interfaces, shocks, and evolving multiscale features. For such
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problems, block-structured adaptive mesh refinement is a central numerical tool for concentrating resolution where

it is needed while keeping the global calculation tractable, and modern multiphysics codes are increasingly organized

around such frameworks (e.g., P. MacNeice et al. 2011; A. Mignone et al. 2012; W. Zhang et al. 2024; P. Grete et al.

2023; J. M. Stone et al. 2020, 2026).

At the same time, thermal radiation transport often remains one of the most expensive components of these sim-

ulations because of its stiffness and its dependence on space, angle, and, in multigroup settings, frequency (B. S.

Southworth et al. 2024; Y.-F. Jiang 2021, 2022). For transport solvers based on SN , this creates an additional nu-

merical requirement beyond angular and spectral fidelity: the method must remain compatible with block-structured

refinement, inter-block data exchange, and conservative treatment across coarse-fine interfaces.

In previous work, we developed global tensor-network step-then-truncate solvers for gray and multigroup thermal

radiation transport (A. A. Gorodetsky et al. 2025; A. S. Deshpande et al. 2026). These studies showed that sub-

stantial reductions in storage and computational cost can be obtained when the specific intensity exhibits exploitable

multilinear structure. Similar opportunities have been identified in other high-dimensional PDE settings, including

the Fokker–Planck equation (S. V. Dolgov et al. 2012), Vlasov equations (K. Kormann 2015; L. Einkemmer et al.

2024), and quantum dynamics (M. B. Soley et al. 2021). Nevertheless, practical deployment of such methods requires

compatibility with the block-structured AMR frameworks used in modern multiphysics simulations. To our knowledge,

conservative block-structured SN transport solvers based on block-local tensor-network representations have not yet

been demonstrated.

In this paper, we develop a block-local tensor-train representation of the specific intensity for thermal radiation

transport on block-structured adaptive meshes. We describe how information is transferred between blocks through

ghost-cell communication and coarse-fine flux correction, and we formulate refinement strategies that expose the

interaction between tensor rounding and spatial refinement. We then apply the method to several model problems to

assess its conservation properties, compression behavior, and practical performance.

Related work has explored adaptive tensor representations in several forms. Localized refinement of tensor-product

approximations has been considered for multivariate function approximation, where refinement is confined to local ten-

sor patches rather than propagated through a single global tensor product (T. Peterka et al. 2023). Adaptive patching

strategies have also been proposed for tensor-train computations to exploit localized structure through divide-and-

conquer decomposition (G. Grosso et al. 2026). In addition, adaptive stochastic Galerkin finite element methods

have been combined with global hierarchical tensor representations to couple physical-mesh refinement with adap-

tive stochastic resolution (M. Eigel et al. 2017). However, these approaches do not address the setting considered

here: a conservative block-structured SN transport solver in which tensor representations must support ghost-cell

communication, coarse-fine flux correction, and mesh adaptation while remaining aligned with the underlying AMR

decomposition.

The rest of the paper is organized as follows. In §2, we introduce the governing equations and summarize the

numerical structure needed for the block-structured AMR setting. In §2.4, we review the tensor-train representation

and the tensor operations needed for blockwise communication. In §3, we present the block-local tensor-train AMR

formulation, including ghost-cell transfer, flux correction, and refinement criteria. In §4, we present numerical examples.

In §4.5 we provide a brief discussion where we analyze the interaction between rounding and (a) spatial refinement

and (b) conservation. We provide a brief conclusion in §5.

2. BACKGROUND

2.1. Governing equations

Let X ⊂ Rd denote a spatial domain, Ω = [0, 2π]×[0, π] denote the angular domain, and let ν ∈ R+ denote frequency.

In this paper we assume a static background material with mass density ρ; local thermal equilibrium (LTE); and

isotropic, elastic scattering. Furthermore, we consider the multigroup approach where the frequency domain is divided

into Nν bins with end points ν0, ν1, . . . , νN� satisfying ν0 = 0 and νN� = ∞. Under these assumptions, the group

intensity If (t, x, θ, ϕ) : R+ × X × Ω→ R+ associated with the frequency bin [νf�1, νf ) satisfies (D. Mihalas & B. W.

Mihalas 1984)

∂tIf + cn · ∇If = c [ρκs,f (Jf − If ) + ρκa,f (εf − If )] (1)

where c is the speed of light; n is a unit normal coordinate direction; κs,f is the specific group mean scattering opacity;

κa,f is the specific group mean absorption opacity; Jf = 1
4π

R
IfdΩ is the group mean intensity; and εf is a group
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emission coefficient related to the Planck function B(ν, T ) according to

εf =
c

4π

Z νf

νf�1

B(ν, T )dν and B(ν, T ) =
8πhν3

c3
1

exp(hν/[kT ])− 1
, (2)

where h is the Planck constant. The specific case corresponding to a single group [ν0, νN� ) = R+ corresponds to the

gray equations. In the gray context ε = εgray = caT 4/[4π], where a is the radiation constant. Finally, the thermal

radiation transport problem is coupled to the background fluid through a material temperature equation

∂tT = −
X
f

�
cκa,f

cv

�
4π

c
εf − Ef

��
, (3)

where cv is the specific heat capacity at constant volume of the material and Ef = 4π
c Jf is the group radiation energy

density.

2.2. Discretization and Numerics

In this section, we summarize the discretization and numerical structure needed for the AMR framework. Our

emphasis is on the boundary communication and conservation issues that arise once the transport solve is distributed

over blocks, rather than on the detailed source-term or transport discretizations. Although the numerical examples use

the solver developed in A. A. Gorodetsky et al. (2025) and A. S. Deshpande et al. (2026), the domain-decomposition

and AMR ideas described below apply more broadly to tensor-network transport solvers. The gray setting is sufficient

to expose the main issues while keeping the notation manageable, and the key elements carry over directly to the

multigroup setting.

Within this context, consider a two-dimensional spatial global domain X ⊂ R2. Suppose this spatial domain is

discretized into Nx × Ny uniform cells with centers X̂ ⊂ X . These cells are interior to the domain, and later

we will add exterior ghost cells. Furthermore, assume that the angular space is discretized into Nθ × Nϕ angles

with values Ω̂ ⊂ Ω. Let us denote a spatial multi-index i ∈ I ≡ [0, . . . , |X̂ | − 1] to identify a unique spatial cell.

Similarly ℓ ∈ [0, . . . , Nθ − 1] and p ∈ [0, . . . , Nϕ − 1] denote unique angular indices. Îm ∈ RNx�Ny�N��N� denotes the

approximation of the cell-averaged intensity on this grid at some timestep m.

Next, let Ŷx/y denote the x/y-faces of the cells, and F x ∈ R(Nx+1)�Ny�N��N� denote a discretized field defined

on the x-faces. To enforce boundary conditions, we use a standard ghost-cell based approach. First we extend our

domain in all directions to X̂ext and assume that all ghost cells X̂g := X̂ext \ X̂ are specified by a problem boundary

condition operator at each timestep m, Bm : X̂ × Ω̂ → X̂g × Ω̂, satisfying Bm
iℓp[·] = 0∀ i ∈ I. Then, at the beginning

of each timestep, the ghost cells are filled in by applying this boundary operator to the interior solution Îm from the

previous time-step:

Îmext = GhostPad[Îm] + Bm+1[Îm], (4)

where GhostPad is a function that takes Îm defined on X̂ and appends zeros in the ghost cells. We write this process

as a sum because that is the form naturally followed by a tensor-network implementation (A. A. Gorodetsky et al.

2025). When Îm is represented in a structured format, one does not manipulate entries directly. Instead, elementwise

updates must be recast as algebraic operations, as discussed in §2.4.
Once boundary conditions are fixed, various solvers can be deployed to obtain the solution at the next time step.

At a high-level we solve the discretized system for the solution at the next time-step in the domain interior using a

splitting-based scheme for the following,

Îm+1 − Îm + T [Îmext] = S[Îm+1], (5)

where T : X̂ext × Ω̂ → X̂ × Ω̂ is the non-spatially local, explicit transport operator and S : X̂ × Ω̂ → X̂ × Ω̂ is

the spatially-local, implicit emission, absorption, and scattering operator. Since S is spatially local, decomposing the

spatial domain has no impact on how we treat it relative to our previous work and we discuss it no further. We can

further decompose the transport operator in terms of flux operators. Fluxes are calculated on faces from the intensity

via the operator Fx/y : X̂ext → Ŷx/y (see A. A. Gorodetsky et al. 2025, for details). Next, consider face-to-cell shift

operators Mx� : Ŷx → X̂ , defined component-wise as Mx�
i,jℓp[F

x] = F x
i�1/2,jℓp. The purpose of face-to-cell shift
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operators is to select values of a face field on the right/left side of a cell. Using these objects, the transport operator

can be applied in two steps. First, the flux on the faces is calculated

F̂ x = Fx[Îmext].

Then the flux on each face is manipulated to determine the total amount of quantity coming in and out of the cell

through the boundaries

T x[Îmext] =
∆t

∆V

�
Mx+[∆AxF̂ x]−Mx�[∆AxF̂ x]

�
,

where ∆Ax ∈ R(Nx+1)�Ny is a field of face areas on Ŷx and ∆V ∈ RNx�Ny is field holding the volumes of the cells.

Clearly, this choice maintains exact conservation of the volume integral of Î (up to changes induced by S).

2.3. Domain Decomposition

Our AMR construction is built around a blockwise spatial decomposition that preserves the full angular discretization

within each block. Instead of a single uniform discretization X̂ , we partition the domain into Nb contiguous, non-

overlapping blocks of cells {X̂b}, such that ∪bX̂b = X̂ . An example is shown in Figure 1, where the domain is

partitioned into N = 10 labeled blocks of equal logical size. In this work, we consider only non-overlapping blocks,

i.e., X̂b ∩ X̂c = ∅ for b ̸= c. Let Îb ∈ RNx�N��N� denote the approximation of the cell-averaged intensity over block b,

where Ib : Xb × Ω → R. Throughout the discussion below, we assume that each block contains the same number of

spatial cells and that all blocks share the same angular discretization. In principle, one could allow different spatial

and angular resolutions across blocks, but differing angular resolutions would require additional interpolation during

communication. Here, only the spatial domain is decomposed, and each block retains the full angular discretization.

Blocks communicate with their neighbors through ghost-cell filling and, when refinement levels differ, through a

conservative flux correction on shared interfaces. Once this communication is completed for a given time step, the

solver can proceed independently within each block. The process closely mirrors the single-block case, with the

additional requirement of coarse-fine flux reconciliation.

Each block is assigned a halo of ghost cells, X̂b,g, analogous to the undecomposed problem. Some of these ghost

cells lie on the physical boundary X̂ext \ X̂ , while others overlap the interiors of neighboring blocks X̂c. In Figure 1,

for example, the interior cell centers for domains 5 and 10 are shown as filled circles, and their ghost cells within the

global domain are shown as open circles. We also define blockwise cell faces Ŷx/y
b analogously to the undecomposed

problem, together with blockwise operators for fluxes, source terms, and shifts, as well as blockwise cell-volume and

face-area fields. With this notation, one time step on the decomposed mesh consists of three conceptual stages: filling

ghost data, computing and correcting fluxes, and updating cell-averaged intensities.

Fill ghost data—To fill a block’s ghost cells at each time step, we first define a block-local boundary operator Bmb :
{X̂c × Ω̂}c2neighbors(b) → X̂b,g × Ω, which copies or prolongates cell values from neighbor blocks on interior ghost

regions and sets the boundary conditions from Bm on physical boundary ghost regions. The interior ghost cells are

filled through boundary operators for each neighbor block c, Bmc!b : X̂c × Ω̂ → X̂b,g × Ω̂. In the interior of b we just

have Bm
c!b,iℓp[·] = 0, ∀ i ∈ X̂b. The operations performed in the overlap region between the ghosts of b and the interior

of c, X̂b,g ∩ X̂c, depend on the discretization levels of the neighbors. When the overlapping cells on the blocks are in

one-to-one correspondence, X̂b,g ⊂ X̂c (note the hat on block c), then Bc!b just copies the values from c to b. When

a ghost cell comprises multiple cells on the neighbor block, the values of the finer cells are averaged, i.e., restriction

is performed. When a ghost cell is finer than the neighbor block cells, its value is conservatively prolongated from

the coarser neighbor cells. To enable the preservation of exact tensor operations and to ensure stability, we will only

consider prolongation approaches that can be represented by linear spatial operators. A linear operator representation

of prolongation is denoted by Rc!b : X̂c → X̂b,g ∩ X̂c. Importantly, the same prolongation procedure is performed for

every angle, which means that the overall solution prolongation is multilinear. Our numerical examples will use the

simplest possible piecewise constant prolongation operator for Bc!b at coarse-fine boundaries.

Using these neighbor boundary operators, we fill in each block’s ghost cells again through a summation over the

neighboring physical boundaries and interior neighbors.

Îmb,ext = GhostPad[Îmb ] + Bm+1
b,physical[Î

m
b ] +

X
c2neighbors(b)

Bm+1
c!b [Î

m
c ]. (6)
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Flux computation and correction—After ghost cells for each block are filled, the flux is evaluated as

F̂ x
b ← Fx

b [Î
m
b,ext].

Note that neighbor blocks have X̂b ∩ X̂c = ∅ but Ŷx
b ∩ Ŷx

c ̸= ∅. Therefore, any field defined on {Ŷx
1 , ...Ŷx

N}, such as

the flux, admits multiple representations on block boundaries. Our scheme is conservative only if these overlapping

representations are made consistent. In particular, at a boundary between a coarse and a fine block there are multiple

fine faces corresponding to a single coarse face. Since we take the face fluxes to be area-averaged quantities, conservation

must be enforced on the face-integrated flux ∆AxF̂ x. Although it is possible to construct Bb!c and Fb so that this

correspondence is satisfied by construction, in practice it is more convenient to overwrite the shared coarse-face flux

with the area-weighted restriction of the fine-face fluxes. We therefore define the flux correction operator on shared

x-faces, Cxc!b : {Ŷx
c × Ω, Ŷx

b × Ω} → Ŷx
b × Ω by

Cxc!b,iℓp[F̂
x
c , F̂

x
b ] = R[∆Ax

c F̂
x
c ]b,iℓp −∆Ax

b,iF̂
x
b,iℓp, i ∈ Ŷx

b ∩ Ŷx
c , (7)

where R denotes area-weighted restriction from the fine grid of c to the coarse grid of b. The coarse-face integrated

flux is then corrected according to

∆Ax
b F̂

x
b ← ∆Ax

b F̂
x
b +

X
c2finer neighbors(b)

Cxc!b[F̂
x
c , F̂

x
b ]. (8)

An analogous correction is applied on shared y-faces.

Update cell-averaged intensities—After flux correction, the chosen solver can proceed independently within each block.

Again, this is represented by solving the implicit equation below using a splitting scheme

Îm+1
b − Sb[Îm+1] = Îmb −

∆t

∆Vb

h�
Mx+

b [∆Ax
b F̂

x
b ]−Mx�

b [∆Ax
b F̂

x
b ]
�
+
�
My+

b [∆Ay
b F̂

y
b ]−M

y�
b [∆Ay

b F̂
y
b ]
�i

.

2.4. Tensor-train decomposition

Our method represents the specific intensity in each block using a tensor-train (TT) ansatz (I. V. Oseledets 2011).

The main purpose of this section is to identify the TT operations that make blockwise AMR possible, particularly

those needed for ghost-cell communication, flux correction, and local refinement. For additional details on gray and

multigroup transport solvers in TT form, we refer to our prior work (A. A. Gorodetsky et al. 2025; A. S. Deshpande

et al. 2026). Other tensor-network representations are also possible, but the AMR mechanisms developed here are

tailored to the TT structure.

Tensor networks are motivated by the fact that a standard cell-centered representation of the photon specific intensity

in 2D requires storing NxNyNθNϕ variables. For the rest of this paper we will refer to the number of discretized cells

per block by Nx, regardless of the dimensionality. Furthermore, we split these variables into three groups: space, θ,

and ϕ. After such a splitting, the specific intensity is represented as a product of three TT-cores:

Îb[i, ℓ, p] = Xb[i, :]Θb[:, ℓ, :]Φb[:, p], (9)

where Xb ∈ RNx�r1
b represents the spatial variables5, Θb ∈ Rr1

b�N��r2
b , and Φb ∈ Rr2

b�N� , and MATLAB notation is used

to index certain rows and columns. The two outside cores are matrices, and the middle core is a 3-way tensor. The

sizes of these cores rib are called ranks. We will sometimes write

Îb = Xb ⊗Θb ⊗ Φb (10)

to represent the full tensor generated by the elementwise operation (9).

When represented in this format, the storage requirement of each block drops fromNxNθNϕ to r1bNx+r1br
2
bNθ+r2bNϕ.

5 For multigroup problems with N� > 1, this would become a “spatiospectral” core (see A. S. Deshpande et al. 2026)
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Figure 1. Exemplar domain decomposition scenario. Each domain is labeled and has an equal number of cells. The interior
cell centers for domain 5 and 10 are shown in solid circles of black and green, respectively. The ghost cells, those that are
interior to the domain, are shown in open black and green circles. Corner ghost cells are not shown since they are not used in
the computation. The blue rectangle shows ghost nodes of domain 5 that are informed by domain 10, X̂10!5 :

The most important tensor-train operation that is required for ghost cell communication is that of addition. Consider
two three-dimensional tensors T and S; with corresponding cores (T1; T2; T3) and (S1; S2; S3), respectively. Addition
of tensors in TT format yields a tensor V with the following format

V [i; `; p] = T [i; `; p] + S[i; `; p] =
h
T1[i; :] S1[i; :]

i

| {z }
V1 [i;:]

"
T2[:; `; :] 0

0 S2[:; `; :]

#

| {z }
V2 [:;`;]

"
T3[:; p]

S3[:; p]

#

| {z }
V3 [:;p]

= V1[i; :]V2[:; `; :]V3[:; p]; (11)

with the ranks of V being the sum of the corresponding ranks of T and S (A. A. Gorodetsky et al. 2025). Moreover,
we see that this additive structure yields a block-diagonal structure for the central core.

In the step-and-truncate solver considered here, this rank growth must be controlled through a rounding procedure
such as TT-SVD (I. V. Oseledets 2011). Rounding re-approximates a TT representation by one with lower ranks while
incurring a prescribed relative accuracy penalty �. In practice, this operation often becomes the dominant cost because
its computational complexity scales like O(dnr3).

To place these operations in context, suppose that the solution in a given block and its neighbors has ranks bounded
by r. In two dimensions, a block has four neighbor sets, so �lling its ghost cells requires the addition of �ve tensors
in total, which yields a rank-5r representation. Computing the 
ux then applies a multilinear operator of rank 2
(see A. A. Gorodetsky et al. 2025), producing a rank-10r tensor. Naive rounding of that tensor therefore has cost
O(1000dnr3). More specialized strategies, such as Gram-SVD (H. Al Daas et al. 2022) and randomized rounding (H.
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Al Daas et al. 2023), can exploit the block-diagonal structure of sums to reduce this cost. Custom Gram-SVD variants
can additionally exploit sparsity in the spatial �bers.

3. BLOCK-LOCAL TENSOR-TRAIN MESH REFINEMENT

This section describes the central contribution of the paper: a block-local AMR procedure that preserves the TT
representation while maintaining conservative block communication.

3.1. Block updates

We now describe how to implement (6) and the 
ux correction (8). The �rst step is to de�ne GhostPad. Adding
ghost cells and padding them with zeros corresponds to adding zero rows to the spatial core,

Î b;pad = GhostPad(Î b) =

"
0nghost�r 1

b

X b

#

| {z }
X b;pad


� b 
 � b (12)

where nghost is the number of ghost cells for the b-th block. The corresponding rows of the core then map to the
ghost cell indices. After padding we know that

Î b;pad [i; j; k] = 0 for i = 0; : : : ; nghost � 1; j = 0; : : : ; N � � 1; and k = 0; : : : ; N � � 1: (13)

The next step is to add the contributions from the neighbors. Consider a single neighbor, either an interior block or
the physical boundary. The update has the form

Î b;up = Î b;pad + T c!b ; (14)

where Tc!b 2 Rnghost�N � �N � transfers information from domain c to domain b. Let I c!b denote the subset of ghost-cell
indices in Î b;up that are informed by domain c. Then this tensor update satis�es

Tc!b [i; j; k] =

(
tc!b [i; j; k] if i 2 I c!b ; j = 0; : : : ; N � � 1; and k = 0; : : : ; N � � 1

0 otherwise;
(15)

where tc!b 2 Rnghost�N � �N � is a tensor representing the new ghost-cell values. This tensor is nonzero only on
I c!b � [nghost], since domain c contributes only to a subset of block b's ghost cells. All remaining entries of Tc!b are
zero. The tensor tc!b is derived from Î c and represented in low-rank form. If the TT representation of this transfer
tensor is tc!b = X c!b 
 � c!b 
 � c!b , then

Î b;up =

"
0nghost�r 1

b
X c!b

X b 0N x �r 1
c !b

#




"
� b 0r 1

b �N � �r 2
b

0r 1
c!b �N � �r 2

b
� c!b

#




"
� b

� c!b

#

: (16)

This addition requires a block column in the spatial core, a block-diagonal middle core, and a block row in the �nal
angular core. In practice, block b has several neighbors, and each contributes an analogous term. It remains to
determine how tc!b is constructed.

In this work, the transfer tensors tc!b are obtained through piecewise constant prolongation and restriction. Non-
linear transfers are in principle possible, but they would require approximate procedures such as cross approximation
or problem-speci�c nonlinear tensor operations. We therefore restrict attention to the linear operators described in
§2.3. Their main advantage is that they act on the spatial and angular cores independently. More speci�cally, let
R c!b;pad 2 Rnghost�N x denote a row-padded version of the transfer operator described in Section 2.3. This padding
inserts zeros for ghost cells not contained inX̂b;g . Then tc!b is obtained by applying Rc!b;pad to every column of the
�rst core X c while reusing the angular cores fromÎ c:

tc!b = (R c!b;pad X c) 
 � c 
 � c: (17)

The procedure just described can be readily adapted to 
ux correction, since (8) also consists of sums of tensors.
However, performing 
ux correction in this way would lead to a growth in the number of tensors that need to be
summed. In turn, this would cause additional computational expense as described in the end of §2.4. Instead, when
we transfer information from the �ne blocks to the coarse ones, we perform addition on the 
ux tensorsF̂ x and F̂ y

rather than for the ghost cells. This allows us to use an appropriately scaled �ne 
ux for the faces of the coarse cell.
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3.2. Adaptivity

Adaptive re�nement changes only the spatial discretization local to a block. Splitting a block therefore requires
prolongation of its spatial core onto �ner child grids, while merging requires restriction back to a coarser parent
grid. In the linear setting considered here, these operations are precisely the transfer operations described above and
therefore act only on the spatial core while leaving the angular cores unchanged. This is a key practical advantage of
the block-local TT representation: mesh adaptation can be performed without rebuilding the full angular structure of
the tensor.

3.3. Compression

Let Sglobal-TT denote the TT storage required to represent the radiation �eld with a single tensor train spanning the
full spatial domain, and let Sblock-TT denote the total TT storage obtained by representing the solution independently
on each block. We de�ne the diagnostic

Cd �
Sglobal-TT

Sblock-TT
(18)

for quantifying the storage bene�t of a block-local tensor representation relative to a single global TT representa-
tion. With this convention, C d > 1 indicates that the block-decomposed representation is more compact than the
corresponding global TT representation, while Cd < 1 indicates that block decomposition increases the total tensor
storage. This quantity isolates the e�ect of domain-local tensor compression: it does not compare against the full
uncompressed SN representation, but rather asks whether decomposing the spatial domain exposes additional local
low-rank structure relative to a single global tensor train.

For a global tensor train with ranks r 1 and r2, the storage is

Sglobal-TT = r 1Ncells + r 1r 2N � + r 2N � ; (19)

where Ncells is the total number of spatial cells represented by the calculation. For a block-decomposed representation,
the corresponding storage is

Sblock-TT =
N bX

b=1

(r 1;bNcells;b + r 1;br 2;bN � + r 2;bN � ) ; (20)

where Ncells;b is the number of spatial cells on block b, and (r1;b; r 2;b) are the corresponding local TT ranks.
Equation (20) also clari�es what block adaptivity must accomplish in order to be bene�cial. The spatial contributionP
b r 1;bNcells;b can be reduced when local ranks r1;b are smaller than the global rank r1. However, the angular storage

terms
P

b(r 1;br 2;bN � + r 2;bN � ) sum over blocks, whereas in the global representation Equation (19) they appear only
once as (r1r 2N � +r 2N � ). Thus, block decomposition is advantageous only when the reduction in

P
b r 1;bNcells;b relative

to r 1Ncells more than o�sets the increase from (r1r 2N � + r 2N � ) to
P

b(r 1;br 2;bN � + r 2;bN � ). In this sense, quantities
such as

r 1

hr1i
and

r 1r 2

hr1r 2i
; (21)

where h�i denotes the average over blocks, hr1i = N �1
b

P
b r 1;b, provide useful diagnostics for whether the global

TT rank is being driven by localized structure. Large values of these ratios indicate that the global representation
is carrying rank generated by only a subset of the domain, which is precisely the scenario in which a block-local
representation can reduce storage. Conversely, if the local ranks remain comparable to the global ranks everywhere,
then the block-decomposed representation o�ers little rank reduction while still incurring the overhead of storing
angular representations for each block.

4. RESULTS

We assess the block-adaptive TT framework using several test problems spanning di�erent physical regimes and
mesh-re�nement strategies. In the following, the rank-1 asymptotic analysis and 2D line-source problems are gray (i.e.,
frequency integrated); the crooked pipe test is gray with absorption/emission spanning optically thick and thin regimes
with sharp material interfaces, and the stellar irradiation problem is multigroup with frequency-dependent absorption.
We consider three mesh-re�nement strategies combined with tensor-train decomposition: TT-DD (tensor train with
domain decomposition on a uniform grid), TT-SMR (tensor train with static mesh re�nement, where the re�nement
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pattern is �xed in time), and TT-AMR (tensor train with adaptive mesh re�nement, where blocks are dynamically
created, destroyed, and re�ned based on solution-driven criteria). These three approaches span the range from purely
uniform spatial discretizations to fully dynamic spatial adaptivity, allowing us to isolate the interplay between spatial
re�nement and tensor compression.

Unless otherwise speci�ed, all calculations use SVD-based rounding (I. V. Oseledets 2011) with a rounding tolerance
of � TT = 10 �3 . Following A. A. Gorodetsky et al. (2025), each block employs a uniform spatial mesh and a latitude-
longitude angular discretization with N � = 2N � , where quadrature points are uniformly sampled in cos(�) and �.

4.1. Behavior for Rank 1 Problems

We �rst analyze the limiting case in which the radiation �eld is globally rank one everywhere in the domain (e.g., a
globally isotropic �eld, representative of an everywhere optically thick medium). In this limit, r 1 = r 2 = 1 globally and
r 1;b = r 2;b = 1 on every block. Consequently, there is no local rank reduction for the block-decomposed representation
to exploit. To obtain a simple analytic scaling, suppose for the moment that the grid is uniformly decomposed into
Nb blocks, each containing Ncells =Nb cells. Equation (19) gives

Sglobal-TT = N cells + N � + N � ; (22)

while Equation (20) gives
Sblock-TT = N cells + N b (N � + N � ) : (23)

Taking N � = 2N � , the storage ratio becomes

Cd =
Ncells + 3N �

Ncells + 3N bN �
: (24)

Thus, when N� N � � N cells and Nb � 1, then C d / 1=N b. In other words, for a solution that is already rank one
globally, domain decomposition does not expose additional low-rank structure. Instead, the total storage grows linearly
with N b due to each block maintaining its own angular representation, even though all blocks have the same rank-one
structure.

Figure 2 illustrates this behavior by plotting Cd as a function of Nb for several choices of Ncells . The colored curves
show that the penalty associated with block decomposition is strongest when the angular storage is a large fraction
of the total TT storage. For example, at the smallest grid size (Ncells = 2562, blue curve), Cd degrades from unity to
�0.03 as N b increases from 1 to 1000|a 33� penalty. In contrast, at the largest grid size (N cells = 40962, red curve),
Cd remains near unity until N b � 100, after which it begins to decline. For larger N cells , the spatial core dominates
over a wider range of Nb, delaying the onset of the asymptotic degradation. Nevertheless, once the per-block angular
storage dominates the total, all curves approach the same Cd / 1=N b scaling, shown by the black reference curve. This
con�rms the simple expectation from Equation (24): in the absence of localized rank structure, increasing the number
of blocks increases total storage because the angular representation cost scales with Nb.

This is precisely the regime in which block adaptivity is not expected to help. The purpose of the block-decomposed
representation is to isolate localized regions of high rank so that the remainder of the domain can remain aggressively
compressed. A globally rank-one solution has no such localized rank structure to isolate. Consequently, any observed
degradation in compression for these problems is not a failure of the tensor representation, but rather the expected
cost of applying a block-local tensor format to a solution that is already optimally compressed by a single global TT.

4.2. 2D Line Source with AMR

4.2.1. Block Adaptive TT Compression

We next consider the two-dimensional line source problem (see, e.g., B. D. Ganapol et al. 2001; C. K. Garrett & C. D.
Hauck 2013; M. K. Bhattacharyya & D. Radice 2023), now evolved on both uniformly decomposed and adaptively
re�ned block-structured grids. The problem consists of an initially isotropic pulse of radiation whose radiation energy
density is formally initialized as a delta function,

E(t = 0; x; y) = U 0�(x; y): (25)

Following M. K. Bhattacharyya & D. Radice (2023), the analytic solution for the evolution of this pulse in vacuum is

E(t; x; y) =
U0

2�

H
�

ct �
p

x2 + y 2
�

ct
p

(ct) 2 � (x 2 + y 2)
; (26)
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Figure 2. Compression metric C d behavior as a function of number of blocks Nb for rank 1 solutions with N � N � = 1024 �2048.
Di�erent colors correspond to di�erent numbers of cells N cells . Overplotted in black is a curve / 1=N b, showing Cd analytic
asymptotic predictions.

where H is the Heaviside step function. Because the delta-function initial condition cannot be represented on a discrete
spatial grid, we instead initialize a Gaussian pulse,

~E(t = 0; x; y) =
U0

2�! 2 exp
�
�

x2 + y 2

2! 2

�
; (27)

with width parameter !.
This problem is speci�cally designed to expose ray e�ects in SN -like transport schemes. The pulse is initially

isotropic, and therefore begins with comparatively low-rank angular structure. As the solution evolves, however, the
radiation forms an axisymmetric ring expanding outward at speed c. Accurately recovering this ring requires increasing
angular resolution as the radius grows. At a �nal time t lim , the characteristic radius is Rlim � ct lim , suggesting a critical
azimuthal resolution

N �;crit '
2�R lim

�x
(28)

to mitigate ray e�ects (A. A. Gorodetsky et al. 2025). Put di�erently, for any �xed �x and N angle , one can always
choose a su�ciently late �nal time, and hence a su�ciently large propagation distance, for which ray e�ects and high-
rank angular structure become apparent. The line source problem therefore represents a near \worst-case scenario"
for TTTT: unlike globally smooth, di�usion-like problems, the solution becomes increasingly non-separable as the pulse
expands. We now examine whether a block-local tensor representation can mitigate this di�culty by isolating high-
rank structure to the localized regions where it appears, thereby achieving compression gains relative to a global
TT.
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We solve this problem on a square domain with edges [�1:28; 1:28], choosing c = 1, ! = 0:03, U0 = 1, and CFL ' 0:4.
The speci�c intensity is initialized according to

I(t = 0; x; y) = J(t = 0; x; y) = c ~E(t = 0; x; y)=[4�]: (29)

To isolate the e�ects of domain decomposition and adaptive mesh re�nement on tensor compression, we evolve this
problem using two distinct grid strategies. In the �rst approach, the domain is uniformly decomposed into blocks
(TT-DD), with the �nest spatial resolution held �xed across all calculations; increasing the number of blocks changes
only the tensor decomposition, not the total number of spatial cells. In the second approach, we employ adaptive
mesh re�nement (TT-AMR), with each block containing 8 � 8 cells. Re�nement is �rst applied to resolve the initial
Gaussian pulse, and the grid is subsequently re�ned based on the magnitude of J. We permit a factor of four variation
in linear resolution across the domain, allowing the mesh to concentrate resolution near the expanding radiation front
while leaving regions with negligible radiation energy comparatively coarse.

Figure 3 shows a representative evolved state of the AMR line source calculation. The re�nement pattern tracks
the outward-moving shell of radiation, as expected from the analytic structure of the solution. The block boundaries
are overplotted, and each block is labeled by its local TT ranks [r1; r 2]. These ranks provide a direct diagnostic
of where the tensor representation must work hardest. Blocks intersecting the expanding shell require larger ranks
because the local radiation �eld is less separable under our chosen tensor-product decomposition of spatial and angular
variables. By contrast, blocks outside the shell, where the radiation �eld is either weak or locally smoother, remain
more compressible. This spatial localization of high-rank structure is precisely the regime in which a block-local tensor
representation should provide an advantage over a single global TT: rather than allowing a small subset of di�cult
regions to set the rank everywhere, the block-decomposed representation con�nes high rank to the parts of the domain
that require it.

Notably, the blocks at the center of the domain also exhibit elevated ranks despite containing little radiation energy.
This occurs because our J-based re�nement criterion targets the expanding two-dimensional shell, not the domain
center, leaving the central region at coarse spatial resolution. However, the radiation �eld in this region is strongly
anisotropic: only angles with � � 0 or � � � (i.e., nearly vertical propagation) contribute meaningfully to transport
through the center. This angular structure leads to non-separable structure that cannot be compressed e�ectively,
even though the spatial gradients are mild and the total energy is low. The result is a mismatch between spatial and
angular complexity: the AMR criterion correctly identi�es that high spatial resolution is unnecessary at the center,
but the tensor representation still requires elevated ranks to capture the directional distribution of radiation passing
through. This highlights an important subtlety of block-local tensor compression in AMR calculations: re�nement
criteria based on scalar moments like J may not fully capture where the solution lacks separable structure.

While Figure 3 illustrates where high ranks appear in the domain, a more complete assessment requires examining
the total storage cost as a function of domain decomposition. Figure 4 provides this analysis. The left panel shows the
storage requirement S at tlim = 1 as a function of the number of blocks, Nb, for both a tensor-train domain-decomposed
grid (TT-DD; blue) and a tensor-train AMR grid (TT-AMR; orange). For comparison, the corresponding traditional,
uncompressed storage requirements are shown for the uniformly decomposed and AMR grids in black and dark red,
respectively. In the TT-DD sequence, the �nest resolution �x min is �xed and the total number of spatial cells is
the same as the corresponding uniform grid calculation; increasing Nb changes the tensor decomposition but not the
resolved physical grid. In the TT-AMR sequence, �x min is again �xed, but not all blocks live at this �nest re�nement
level. The total number of spatial cells,

N AMR
cells =

N bX

b=1

Ncells;b ; (30)

is therefore smaller than that of the equivalent uniformly re�ned grid.
Consequently, the TT-AMR storage curve includes two sources of savings: fewer spatial degrees of freedom from

AMR and low-rank compression from the block-local tensor representation. Comparing TT-DD to TT-AMR therefore
con
ates two e�ects. The TT-DD calculation uses the same number of spatial cells as a uniform grid (Nuniform

cells ), so
di�erences in storage relative to the uniform baseline isolate the bene�t of tensor compression alone. The TT-AMR
calculation, by contrast, already reduces the baseline storage requirements before tensor compression is applied, since
N AMR

cells < N uniform
cells by construction. However, this is precisely the point of the block-adaptive approach: in realistic

calculations, tensor compression is not used in isolation from the mesh hierarchy, but rather should inherit the same
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spatial adaptivity that makes AMR e�ective. The TT-AMR results therefore demonstrate the compounded bene�t
of resolving the radiation front only where necessary while also exploiting locally separable structure: the block-local
representation allows ranks to vary spatially, with low ranks away from the radiation front and higher ranks only where
needed.

The right panel of Figure 4 shows the corresponding compression metric,

Cd =
Suniform

global-TT

Sblock-TT
; (31)

evaluated for each calculation. Here, Suniform
global-TT denotes the storage of a single global TT representation on the

equivalent uniformly re�ned grid. Thus, for the TT-DD calculations, C d isolates the e�ect of domain-local tensor
compression relative to a global TT on the same grid. For the TT-AMR calculations, Cd should instead be interpreted
as a combined compression factor: it includes both the reduction in local TT ranks and the reduction in spatial cells
produced by AMR. We adopt this convention because it measures the quantity of practical interest: how much storage
is required by the adaptive tensor calculation relative to the global, uniformly resolved tensor calculation that would
otherwise be needed to achieve the same �nest spatial resolution.

Unlike the rank-one limit discussed in Section 4.1, the line source develops strongly localized rank structure. As
a result, increasing Nb allows blocks to maintain di�erent local ranks adapted to their local separability. Instead,
decomposing the domain can reduce the average local rank by isolating the high-rank portion of the solution near the
radiation front. To expose this e�ect, we also plot the ratio r (N b =1)

1 =hr1i b; where r(N b =1)
1 is the �rst TT rank measured

in the single-block calculation and hr1i b is the block-averaged local rank. This ratio is not itself a storage compression
factor, since the full storage also depends on r1r 2, r 2, and the distribution of blocks across the mesh. Nevertheless, it
is a useful diagnostic for the mechanism driving Cd: when r(N b =1)

1 =hr1i b is large, the global TT rank is being set by
localized structure that does not appear everywhere in the domain.

Both the TT-DD and TT-AMR compression curves exhibit a clear sweet spot near Nb � 100, where Cd reaches �5
for TT-DD and �6 for TT-AMR|a 20% improvement from AMR alone. Beyond N b � 100, C d degrades to �2 at
Nb = 1000 as the per-block angular storage overhead dominates, following the 1=Nb scaling predicted in §4.1. This
sweet spot re
ects spatial localization of non-separable structure: high ranks are required on the expanding shell and
at the domain center (where anisotropic radiation passing through drives elevated ranks despite low energy), while
blocks ahead of the radiation front maintain rank unity. A block-local TT con�nes high ranks to the blocks that
need them, whereas a global TT must carry the maximum rank everywhere. At the optimal block count (Nb � 100),
the TT-DD method reduces storage to S � 2 � 10 6, approximately 10� smaller than the single-block TT calculation
and 1000� smaller than the traditional uncompressed approach. The TT-AMR method achieves similar compression
factors while further reducing spatial degrees of freedom in low-radiation regions.

The improvement before the turnover is most clearly understood geometrically: the di�cult portion of the solution
occupies a thin expanding shell, while much of the domain remains comparatively simple. A global TT must encode
the shell-induced rank structure everywhere, whereas a block-local TT allows the ranks to increase only where the
shell passes through the mesh. AMR further strengthens this e�ect by placing the �nest spatial resolution on the
shell itself, reducing the number of cells stored in regions that contribute little to the radiation �eld. The result is
a compression sweet spot that balances two competing e�ects: localization of high-rank structure versus overhead of
maintaining separate angular representations for each block. At the optimal block count (Nb � 100), the TT-DD
method reduces storage to S � 2 � 10 6, approximately 10� smaller than the single-block TT calculation (S � 2 � 10 7)
and 1000� smaller than the traditional uncompressed uniform-grid approach (S � 2 � 10 9). The TT-AMR method
achieves similar compression factors while further reducing spatial degrees of freedom in low-radiation regions.

These results demonstrate that block decomposition provides substantial bene�ts for problems with localized angular
complexity, provided the domain is not over-decomposed into excessively many blocks. The existence of an optimal
block count re
ects a fundamental trade-o� in the block-local tensor representation: too few blocks and the global
rank is set by localized features; too many blocks and per-block angular storage overhead dominates. Moreover, the
AMR calculation illustrates an important practical point: in realistic transport problems, tensor compression and mesh
adaptivity need not be competing strategies. AMR reduces the number of spatial degrees of freedom required to resolve
localized features, while the block-local TT representation reduces the rank burden away from those same features.
The combination is therefore particularly well suited to problems in which radiation occupies a small, dynamically
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Figure 3. Final solution (t lim = 1) to the 2D line source problem run with AMR with an J magnitude re�nement criterion.
The ring is at the �nest level of re�nement and both its interior and exterior drop to 4� coarser linear resolutions. Overplotted
are per-block ranks [r1 ; r 2 ]. Note the rank increase for coarse blocks on the interior of the ring. The overplotted per-block
ranks reveal the spatial heterogeneity of angular complexity: blocks on the expanding ring exhibit ranks [r 1 ; r 2 ] � [16; 16],
consistent with the need to resolve directional transport along the shell. Surprisingly, blocks at the domain center|where
radiation energy is minimal|also show elevated ranks [r 1 ; r 2 ] � [12; 12], re
ecting the anisotropic angular structure of radiation
streaming through the void left behind by the expanding pulse. In contrast, exterior blocks ahead of the wavefront maintain
ranks [1; 1], remaining in the isotropic initial state.

evolving portion of the computational domain, but where accurate transport through that region still demands high
angular �delity.

4.2.2. Rank-Based Re�nement

The previous section highlighted a subtle mismatch between spatial and angular complexity in AMR calculations:
re�nement criteria based on scalar moments like J capture where radiation energy is concentrated, but not necessarily
where the angular distribution is di�cult to compress. The elevated ranks observed at the center of the domain in
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Figure 4. (Left) Storage S requirements for the 2D line source problem run on a TT-DD grid (blue) and a TT-AMR grid with
J magnitude based re�nement (orange) as a function of the number of blocks each employed at the �nal timestep (t lim = 1).
�x min is �xed for all curves (albeit TT-AMR runs have some blocks at coarser resolutions). Overplotted in black and dark red
are the traditional storage requirements for the DD and AMR grids, respectively. (Right) Compression metric C d as a function
of Nb evaluated for each run. Overplotted in black is the ratio of rank r 1 from the TT N b = 1 calculation to the mean rank
across blocks hr1 i b for the TT-DD and TT-AMR calculations. Overplotted in dark red is a curve / 1=N b, showing Cd analytic
asymptotic predictions.

Figure 3 exemplify this issue. Although the central region contains little radiation energy and exhibits weak spatial
gradients, the strongly anisotropic angular distribution passing through it resists compression. A J-based re�nement
criterion leaves this region coarse, forcing the tensor representation to encode the di�cult angular structure on a
spatially under-resolved grid. This suggests a natural extension: rather than re�ning based on radiation energy alone,
one might instead re�ne based on the local TT ranks themselves. If a block exhibits high ranks|indicating that the
angular distribution is di�cult to compress|spatial re�nement may help reduce the rank burden by better resolving
the local transport structure.

We therefore repeat the AMR line source calculation with a rank-based re�nement criterion. Speci�cally, we monitor
the local ranks [r1; r 2] in each block and re�ne when either r1 or r 2 exceeds a prescribed threshold. Conversely, blocks
where both ranks fall below a lower threshold are candidates for dere�nement. This criterion directly couples the
mesh hierarchy to the tensor representation: regions where compression is di�cult automatically receive �ner spatial
resolution, while regions where the solution is easily compressed are allowed to coarsen. The goal is not necessarily
to reduce the total number of spatial cells|indeed, rank-based re�nement may re�ne more aggressively than J-based
re�nement|but rather to improve the overall e�ciency of the tensor representation by ensuring that high ranks are
con�ned to blocks with su�cient spatial resolution to represent the underlying transport accurately.

Figure 5 compares the �nal solution states (tlim = 1) for the rank-based re�nement strategy. The most striking
di�erence relative to Figure 3 is the treatment of the domain center: rank-based re�nement places �ne spatial resolution
precisely where the J-based criterion left the grid coarse. As anticipated, the elevated ranks at the center in the J-
based calculation triggered re�nement in the rank-based approach, resolving the anisotropic angular structure on a
�ner spatial mesh. Additionally, rank-based re�nement re�nes more aggressively just ahead of the leading edge of
the radiation front, where the directional angular structure begins to develop but energy density remains relatively
low. Conversely, regions far from the radiation shell remain coarse in both calculations, as neither criterion identi�es
these empty regions as requiring additional resolution. The expanding shell itself is re�ned in both cases, though the
detailed re�nement patterns di�er slightly depending on whether the criterion prioritizes radiation energy or tensor
rank.

Despite re�ning additional regions, the rank-based strategy does not dramatically increase the total storage cost.
Figure 6 quanti�es this comparison over the course of the calculation. Both re�nement strategies begin with the
same initial condition, which is isotropic and therefore highly compressible; consequently, both calculations exhibit
rank-1 structure at t = 0. As the solution evolves and the radiation pulse expands, the angular distribution becomes
increasingly complex, and the tensor ranks grow accordingly. The left panel of Figure 6 shows the storage requirement
S as a function of numerical timestep for both the J-based (blue) and rank-based (orange) AMR calculations. For
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reference, the corresponding traditional uncompressed storage requirements are shown in dark red and red, respectively.
The rank-based calculation does exhibit modestly higher storage than the J-based approach, as expected from the
increased number of re�ned blocks. However, the increase is relatively small throughout the evolution, suggesting that
the additional spatial cells introduced by rank-based re�nement are o�set|at least partially|by reductions in the
local tensor ranks achieved through better spatial resolution.

The right panel of Figure 6 provides further insight by normalizing the storage S by the total number of spatial
cells Ncells in each calculation. This quantity, S=Ncells , measures the average storage per spatial cell and is directly
comparable to the total number of angles N� N � (shown in black). If the tensor representation achieved no compression,
S=Ncells would equal N� N � . Values below this reference indicate e�ective compression. The rank-based re�nement
strategy achieves modestly better compression per cell than the J-based approach throughout the evolution, with
S=Ncells typically 20{30% lower for the rank-based criterion. Both strategies achieve dramatic compression relative
to the uncompressed limit N� N � � 3 � 10 4 (black reference), with typical values S=Ncells � 100{200, representing
roughly 102� compression per spatial cell. Although rank-based re�nement introduces more spatial cells, it does so in
regions where �ner resolution helps reduce tensor ranks. The net result is a more e�cient use of storage: each spatial
cell carries, on average, a more compressible angular distribution.

This comparison highlights two competing objectives in adaptive tensor-compressed transport. The �rst is to
minimize spatial degrees of freedom, which J-based re�nement does by concentrating resolution where radiation energy
is signi�cant. The second is to exploit separable structure, which rank-based re�nement addresses by re�ning where
the tensor representation requires high ranks. In problems where separability does not coincide with energy peaks|as
in the line source|these objectives can be in tension. Rank-based re�nement prioritizes compressibility over raw cell
count, accepting a modest increase in spatial resolution in exchange for improved exploitation of locally separable
structure. By monitoring tensor ranks directly, the re�nement criterion adapts not only to where radiation is present,
but also to where the solution exhibits less separable structure, providing a more holistic measure of computational
di�culty. In future work, hybrid re�nement criteria that combine both J-based and rank-based triggers may o�er
further improvements.

4.3. Crooked Pipe with Re�nement

Having examined the behavior of rank-1 problems (optically thick, low rank) and the 2D line source problem
(optically thin, high rank) as limiting cases, we now consider a problem that exhibits both regimes concurrently.
The crooked pipe test combines optically thick walls with an optically thin interior channel, creating spatial regions
with fundamentally di�erent angular structure in the radiation �eld. This heterogeneity makes it an ideal testbed for
TT-AMR: the method must simultaneously handle near-isotropic di�usive regions and highly anisotropic streaming
regions, adapting both spatial resolution and tensor rank as needed.

We adopt the crooked pipe con�guration from B. S. Southworth et al. (2024) (their Figure 7). An isotropic 0.5 keV
source at the left boundary drives radiation into a complicated geometry. Photons stream through the low-density
interior, strike and heat the dense walls. Heated walls themselves emit such that photons eventually navigate around
geometric obstacles to emerge at the channel exit. The contrasting opacity of wall and interior produces qualitatively
di�erent transport: �vacuum transport in the channel versus di�usive emission from heated boundaries.

The computational domain spans x 2 [�3:5 cm; 3:5 cm] and y 2 [�2:0 cm; 2:0 cm]. Wall material has density
� wall = 10 g=cm3, speci�c absorption opacity � a;wall = 200 cm2=g, and speci�c heat cv;wall = 1015 erg=g=keV. The
channel interior has �pipe = 0:01 g=cm3, � a;pipe = 20 cm2=g, and cv;pipe = c v;wall . Scattering opacity is zero throughout.
Initial conditions establish thermal equilibrium with an isotropic background at T background = T r;background = 50 eV,
giving I = J = c[a r T4

r;background ]=(4�). The left boundary drives the system with an isotropic source over �0:5 cm �
y � 0:5 cm at temperature T r;source = 0:5 keV; all other boundaries are out
ow. We integrate to t f = 100 ns with
CFL ' 0:4 and the HLL 
ux (� ' 5).

A. A. Gorodetsky et al. (2025) demonstrated that this problem achieves substantial compression even on uniform
grids: roughly 20� for N angles = 16 � 32 and 275� for 64 � 128, corresponding speedups of � 3� and � 34�. These
gains arise because, despite the directional transport in the channel, large portions of the domain (particularly the op-
tically thick exterior) maintain nearly isotropic �elds amenable to low-rank representation. However, the uniform-grid
approach constrains all spatial locations to share the same tensor rank, forcing the entire calculation to accommodate
the highest angular complexity present anywhere. AMR o�ers a path beyond this limitation.
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Figure 5. Final solution (t lim = 1) to the 2D line source problem run with AMR with a rank based re�nement criteria.
Overplotted are per-block ranks [r 1 ; r 2 ]. This �gure should be directly compared to the J-based magnitude AMR criteria
analogue in Figure 3.

Figure 7 shows snapshots of the TT-AMR solution evolution with J-magnitude re�nement. Spatial re�nement
concentrates along the active channel where radiation energy is largest, leaving the inactive exterior coarse. Impor-
tantly, regions ahead of the radiation front where photons have not yet arrived remain at coarse resolution, with
re�nement dynamically tracking the advancing wavefront. Crucially, the per-block ranks [r 1; r 2] (overplotted) vary
dramatically across the domain. Blocks ahead of the radiation front maintain rank unity, as they remain in the initial
isotropic background state. Similarly, blocks outside the channel deep in optically thick material also exhibit ranks
near unity|though for a di�erent physical reason: these regions have been heated but see only di�usive, isotropic
thermal emission leaking from the channel walls. In contrast, blocks within the channel or near geometric features
maintain higher ranks, as they must represent the directional source, its shadows, and the streaming propagation.
This rank heterogeneity is the key bene�t of the block-local tensor factorization: each block pays only for the angular
complexity it actually contains.
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Figure 6. (Left) Storage S requirements for the 2D line source problem run a TT-AMR grid with (blue) J magnitude based
re�nement and (orange) rank re�nement as a function of numerical timestep. Overplotted are the traditional storage require-
ments for AMR grids with corresponding re�nement criteria (dark red and red, respectively). (Right) Storage S normalized by
the number of cells Ncells for each respective calculation. Overplotted in black is the total number of angles N � N � .

Figure 8 quanti�es the combined advantage. The left panel tracks storage S versus time for TT-uniform (blue),
TT-AMR (orange), traditional uniform (black), and traditional AMR (red). In our previous uniform-grid study, the
TT calculation exhibited a pronounced early-time storage spike when directional transport dominated, then relaxed
as the �eld isotropized. The TT-AMR result shows fundamentally di�erent behavior: storage grows smoothly without
a spike. In the TT-uniform calculation, the early-time storage spike reaches S � 106|approximately 2� higher than
the late-time equilibrium value|before relaxing as the �eld isotropizes. The TT-AMR storage increases monotonically
from S � 2 � 10 5 to � 5 � 10 5 over the full evolution, avoiding this transient rank in
ation entirely. By con�ning high
ranks to re�ned blocks near the radiation front and allowing coarse exterior blocks to maintain low ranks, the method
avoids the global rank increase that drives the uniform-grid storage peak. Spatial localization of angular complexity
e�ectively decouples di�erent regions' rank requirements. Additionally, by leaving unilluminated regions at coarse
resolution, the method avoids paying spatial costs for portions of the domain that do not yet meaningfully contribute
to the solution.

The right panel displays the compression factor Cd for TT-AMR, along with two diagnostic curves. The black curve
shows the ratio of uniform-grid rank to block-averaged AMR rank, r1=hr1i b, isolating the rank reduction from spatial
localization. The dark red curve shows the spatial cell count ratio, Ncells;uniform =Ncells;AMR , isolating the cost reduction
from adaptive re�nement alone. The compression metric Cd captures both e�ects. At early times, TT-AMR achieves
Cd � 7 relative to traditional uniform S N . This factor re
ects both fewer spatial cells (from AMR, contributing a factor
of �4 shown by the red diagnostic curve) and lower average rank (from rank localization, contributing a factor of �6
shown by the black curve). As the calculation progresses and radiation �lls more of the domain, both factors decrease:
the spatial bene�t drops to �1.5� as re�nement spreads, and the rank bene�t similarly degrades to �1.5� as more
blocks require high ranks. Consequently, compression decreases to Cd � 1:5{2 at late times but remains substantial.

The crooked pipe demonstrates TT-AMR's e�ectiveness in mixed-regime transport. Neither pure spatial adaptivity
nor pure TT compression su�ces: the problem requires both simultaneously. AMR targets resolution where radiation
matters spatially, while block-local tensor factorization allows each region to maintain only the angular resolution its
local �eld structure demands. The result is a calculation that adapts in both space and angle, matching computational
cost to local solution di�culty. The absence of a storage spike in TT-AMR, contrasting with the TT-uniform behavior,
con�rms that spatial localization successfully manages rank growth in time-dependent problems with evolving angular
structure.

4.4. Multigroup Stellar Irradiation with Static Re�nement

The crooked pipe demonstrated TT-AMR's ability to handle spatially heterogeneous angular complexity in a gray
problem. We now extend this capability to multigroup radiation transport, where frequency-dependent opacity intro-
duces an additional dimension of complexity. The multigroup stellar irradiation problem (A. S. Deshpande et al. 2026)




	Introduction
	Background
	Governing equations
	Discretization and Numerics
	Domain Decomposition
	Tensor-train decomposition

	Block-local tensor-train mesh refinement
	Block updates
	Adaptivity
	Compression

	Results
	Behavior for Rank 1 Problems
	2D Line Source with AMR
	Block Adaptive TT Compression
	Rank-Based Refinement

	Crooked Pipe with Refinement
	Multigroup Stellar Irradiation with Static Refinement
	Discussion
	Balancing Spatial and Rounding Errors
	Conservation

	Sparse Blocks

	Conclusion
	Rounding and error analysis
	Error analysis
	Rounding criteria


